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| SM Basics

key-value pairs

~ key value

RID timestamp name department

BOSTON
UNIVERSITY




| SM Basics

key-value pairs

value

BOSTON
UNIVERSITY




P: pages in buffer
B: entries/pasge

T siz0 vatic | SM Basics
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Buffering ingestion
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Buffering ingestion

@ low Ingestion cost
@ fast temporal reads

BOSTON
UNIVERSITY




Immutable files on storage

@ compact storage
huffer @ good Ingestion throughput

How do we update data®
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Out-of-place updates

@ fast ingestion
@ space amplification
¢ slow reads

How do we reduce this space amplification?
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P: pages in buffer . . .
[ entrles/page Periodic compactions
I': size ratio

@ low space amplification
® makes reads better
bufter [P - B @ adds write amplification
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P: pages in buffer . . .
[ entrles/page Periodic compactions
I': size ratio

@ low space amplification
® makes reads better
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P: pages in buffer

B: entries/page C O St, analyS1s

T': size ratio
N: #entries
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P: pages in buffer

[ o os/page Cost analysis
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P: pages in buffer

B: entries/page Cost analysis
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P: pages in buffer
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P: pages in buffer

B: entries/page B].O Ck C&Che
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More Read Optimizations
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Buffer Optimizations
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P: pages in buffer
B: entries/pasge

Buffer Implementation: vector

get(7)—~_

@ great for ingestion-heavy w/l ingestion cost: O(1)
@ no extra space needed space complexity: O(P - B)
@ expensive points queries point query cost: O(P - B)
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Buffer Implementation: skiplist
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P: pages in buffer
B: entries/pasge

Buffer Implementation

vector skiplist hashmap
Ingestion |
~ost O(1) O(log(P - B)) O(1)
space O(P - B) O(P - B) O(P - B)
complexity
point query O(P - B) O(log(P - B))
COSLt

Ingestion-only

Mixed I/0-bound
workloads workloads
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Size of the Buffer

M1 < MQ
M, butfer gsize Mo

Hlevels Lo
Ll > LQ

@ frequent flushes @ fewer larger levels
® smaller but more levels ® good for reads
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Immutable
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#Buffer Components

Immutable
pbufters

G 1ocy flushing

@ avoid write stalls

® Improved Ingestion throughput
@ better bandwidth utilization

@ reguires more memory
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L: #levels
T': size ratio
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Storage Optimizations

write
performance

Writing data
on storage
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Data Layout

Classical LSM design: leveling

[eager merging]
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Data Layout

leveling [eager]

1 run

perlevel] D

® good read performance
@ good space amplification
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Data Layout

leveling [eager] tiering [lazy]

1 run T runs
perlevel] (D @@ ([porlevel

® good read performance @ poor read performance
® good space amplification @ poor space amplification

o high write amplification ~ @®good ingestion performance




P: pages in buffer
B: entries/pasge
L: #levels

ki Data Layout
® : FPR of BF
leveling [eager] tiering [lazy]
1 run T runs
perlevel| (HEEE— @@ ([perlevel

Read cost: O(L - ¢) O L-¢)
Write cost: O(T - L/B) O(L/B)

SA: - O(1/T) O(T)




Data Layout

hybrid designs
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Data Layout
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Data Layout

leveling 1-leveling L-leveling tiering

optimized optimized
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Data Layout

1-leveling L-leveling tiering

S0, how do we reason about the data layout?
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black box
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How to organize the data on device?

How much data to move at-a-time”?

Which block of data to be moved?

When to re-organize the data layout?

=
SarkarVLDB21

BOSTON
UNIVERSITY




Data Layout . How to organize the data on device? \/
Compaction .
Granularity How much data to move at-a-time”

Data Movement

Which block of data to be moved?

Policy

Com%%;}g%%rrl’ When to re-organize the data layout?
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Compaction Granularity

data moved per compaction

consecutive
=
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Compaction Granularity

data moved per compaction
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Compaction Granularity

data moved per compaction
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Compaction Granularity

data moved per compaction
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Compaction Granularity

data moved per compaction
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Compaction Granularity

data moved per compaction
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Compaction Granularity

data moved per compaction

cascading compactions
@ high latency spikes
@ write stalls
@ unpredictable pertf.
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Compaction Granularity

data moved per compaction

partial compaction
granularity: files
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Compaction Granularity

data moved per compaction

files
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Compaction Granularity

data moved per compaction

files
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Compaction Granularity

data moved per compaction

files
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Compaction Granularity

data moved per compaction

files
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Compaction Granularity

data moved per compaction

partial compaction

® ~same data movement

o @ amortized cost for

compactions
@ predictable pert.

files =
RocksDB
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Compaction Granularity

data moved per compaction

sorted runs in a level
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Compaction Granularity

data moved per compaction

___________ o i e

sorted runs in a level
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Compaction Granularity

data moved per compaction

sorted runs in a level
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Compaction Granularity

data moved per compaction
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Data Movement Policy

which data to compact
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Data Movement Policy

which data to compact

round-robip

minimum overlap with parent \eveﬂ

fille with most tombstone@

coldest fi\@
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Compaction Trigger

INVOKING the compaction routine

level saturation
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Compaction Trigger

INVOKING the compaction routine

level saturation

aa
CEEEED number of sorted runs
G space amplificatio

age of a fi\g
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Data Layout Compaction Data Movement Compaction
Granularity Policy Trigger
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Data Layout Compaction Data Movement Compaction
Granularity Policy Trigger

Any Compaction Algorithm
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SIGMOD Demo: Compactionary

Workload
#Entries 10000000
Entry size 128 : B v
Progress
Vanilla-LSM
-
H Q
o B Q
Q
L L e
Levels 4
#sorted runs 3
#compactions 6/

© Comparative Analysis Individual Analysis

Main Memory Parameter Disk Parameters Data Layout
Buffer size 16 5 MB~ File size (in terms of buffer) 15 Size ratio 4
BF size / Entry 10 : MB v Page size 4 : KB v Tiering
Advanced settings
Partial Compaction Hybrid Strategy Build-Your-Own
Leveled Compaction Tiered #Levels 15
- - -
N N Q 00 Q 1108 0
Q _|BIS Q . Q
Q (OO Q o
] ¢ Q
3 4 4
3 5 5
186 31 31
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space
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lookup
performance \

write
amplification

'COMPACTION )

write

performance

scan
performance

" delete
performance
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Optimizing Compactions

Background
Compactions
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Optimizing Compactions
Compactions

® non-blocking reads/writes
@ Improves write throughput
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Optimizing Compactions

Compaction
Priority

WTr1te
pressure
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Optimizing Compactions

prioritize Compaction
: writes over Priority

coImpacution

WTr1te
pressure
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Optimizing Compactions

prioritize Compaction
: writes over Priority

coImpacution

WTr1te
pressure
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Optimizing Compactions

prioritize Compaction
: writes over Priority

coImpacution

WTr1te
pressure
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Optimizing Compactions

Compaction
Priority

@ sustain heavy write bursts
@ tree becomes out of shape

WTr1te
pressure
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Optimizing Compactions

I/0 Scheduler
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Optimizing Compactions

: prioritized
' flush/compaction

| ] I/O Scheduler

@ eliminates write stalls
= = ®nounnecessary high-priority
BalmauATC19 BalmauToCS20 COmpaCthnS In ‘O\Ner ‘eve‘s
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Data Placement Variations

key-value separation =
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Data Placement Variations

s ) _
I B N SSD-conscious

a N

Key-value separation = @ reduced write amplification
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@ better read performance




Data Placement Variations

partitioning / sharding
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Data Placement Variations

b G &
D G G
storage storage-1 storage-2 storage-3
partitioning = sharding ==
RajuSOSP17 uangSIGMOD21

® Improved ingestion throughput
® reduced write amplification
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Summary: Ingestion Optimization

Size
data flush

P——

main memory
design elements
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fixed Memory
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How to optimally allocate the available memory?
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How to allocate memory
between buffer and BF

workload

How to allocate memory
among BFs in LSM
mMmemory
budget
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The Optimal Memory Allocation

available
memory

ndex

read_cost(N, mem_idx, mem_filt, mem_buf)

filter write_cost(N, mem_buf)

minimize overall cost given workloaad
(e.g., read ratio vs. write ratio)

buffer

BOSTON =
UNIVERSITY DayanSIGMOD17




The Optimal Memory Allocation

available
memory

plock read_cost(N, mem_block_cache)
cache
write_cost(N, mem_buf)

minimize overall cost given workloaad
(e.g., read ratio vs. write ratio)

buffer
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[Open Problem]

The Optimal Memory Allocation
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Storage Layer Design Continuum

leveling 1-leveling L-leveling tiering
a 000 000 000
G G o0 o0
G G s e

Any design can be defined by the tuple-set: (T, 1)
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Storage Layer Design Continuum

leveling 1-leveling L-leveling tiering
(T, O) (T, 1) (T, 1) (T, L+1)
s 000 000 000
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Any design can be defined by the tuple-set: (T, 1)
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Storage Layer Design Continuum
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Storage Layer Design Continuum
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Storage Layer Design Continuum
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Storage Layer Design Continuum
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Storage Layer Design Continuum

variable #runs/level
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Storage Layer Design Continuum

variable #runs/level

——  ———
_ = = =

e — e —

size ratio runs
i 1
000 2.5 3
1 3 2
G - 1

BOSTON =
UNIVERSITY DayanSIGMOD19



Storage Layer Design Continuum
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P: pasges in buffer
B: entries/page

’{f 211:: ilastio worst-case
placird performance
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What if the workload changes®
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Tuning

workload ﬂ optimal
hardware ﬁ@ tuning
design

given workload W, dataset D, find a tuning T °Pt:
T°Pt = argming(cost(W,D,T))
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Robust [uning

unpredictability In

workload O, optimal
hardware ﬁ@ tuning

design

given workload W, dataset D, and a region R(W), find a tuning 777°?:

TT°0 = argminsmaxyy rew)(cost(W', D, T))
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Research Trend: What about Deletes?

*

papers published

oL HlmBANNENNEEERNRNER .
2006 2011 2016 202 -

* data from DBLP




deletes in LSM-tree

:m IO

delete(5) —

buffer
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deletes in LSM-tree
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deletes in LSM-tree
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Facilitating Timely Deletes

compaction compaction file
trigger picking policy
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Facilitating Timely Deletes
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Facilitating Timely Deletes
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Facilitating Timely Deletes

delete(5) within a threshold time: Din

i L—1
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FPolicy layer
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Requirements
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CREATE TABLE R (...)
WITH RET DUR
(ARBITRARY | FIXED(...)}
WITH DPT .
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Application
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Data layout
re-organization

Deletes , ;
_ INSERT INTO R (...) :
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I'ne Key Takeaways

The LSM design space is vast and complex.

Compactions are key to building ingestion-friendly systems.

A tuned LSM engine can offer superior performance.
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Open Research Challenges

Reduce write amplification

Workload-aware compactions & layout transtformation
Performance Stability & Holistic Tuning

Automatic Tuning & Adaptive Behavior

Privacy-aware LSM designs
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Don't Miss: Compactionary

© Comparative Analysis Individual Analysis
Workload Main Memory Parameter Disk Parameters Data Layout
#Entries 10000000 o Buffer size 16 5 MB~ File size (in terms of buffer) 1 5 Size ratio 4
Entry size 128 : B v BF size / Entry 10 : MB v Page size 4 : KB v Tiering
Advanced settings
Progress - 92% IUSE m Step 1 :
Vanilla-LSM Partial Compaction Hybrid Strategy Build-Your-Own
Tiering Leveled Compaction Lazy Leveling Tiered #Levels 15
- - - -
N | Q Q 0 Q 6 Q
n i Q Q O Q ] Q
Q Q Q Q
20 1] Q N Q
Levels 4 3 4 4
5

Tuesday

disc-projects.bu.edu/compactionary 8 4-6PM

BOSTON

UNIVERSITY




Dissecting, Designing, and Optimizing
LSM-Based Data Stores

Subhadeep Sarkar Manos Athanassoulis

Thank You!

BOSTON
UNIVERSITY D|5C




